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Abstract.  In this project I look at the results of Polish matriculation exams (matura) from the 

gender perspective. Specifically, I investigate if male and female students are treated differently 

by the evaluators. I develop a new method to answer this question using the peculiarity of the 

data: for some subjects the scores just below the passing threshold are very rare, apparently 

because they are often adjusted upwards, so that the student (barely) passes. I check if the 

probability of such assistance depends on the gender of the student. I also apply the standard 

approach of checking if any gender does particularly well on oral exams (which are taken 

locally) compared to their scores on written exams (which are anonymized and evaluated by 

teachers from other schools). The main finding is that gender does matter. I find that poorly 

performing female students have a slightly higher chance of passing than their matched male 

colleagues, although for better students the bias appears to be reversed.  
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Introduction 
It is of obvious importance for any education system that each students’ performance is evaluated in a 

careful and bias-free way. Grades and scores, especially those at matriculation exams, may open or 

close access to further education. They are also likely to represent a signal to the student that will 

affect his or her future effort (Pavlova et al., 2010). Thus any unequal treatment may have a lasting 

impact on future performance at school, university and the labor market. 

 

From this perspective, the question of gender equality represents a paradox of sorts. Teachers’ 

favoritism towards girls has been reported at least since (Kenealy et al. 1988), yet once at the labor 

market, women are paid less, controlling for a number of factors (Weichselbaumer and Winter‐
Ebmer, 2005). Of course, employers’ biases may differ from those of the teachers. But favoritism 

towards girls at schools could also merely be a research artefact. It is also likely that it is not 

universal; in particular, it may be subject-specific (Mechtenberg, 2009). 

 

In this project I work with a very large data set of Polish matriculation exam (matura) results. I 

develop a completely novel way of identifying gender bias: I look at evaluators’ arbitrary decisions 

whether or not to increase the score of a student who has just failed. I can then tell if the gender of the 

student, among other factors, affect the propensity to do so. I find that females’ scores are adjusted 

upwards a bit more often than males’, a direct indicator that weak female students are treated more 

favorably. This finding is confirmed using a more standard method of comparing scores on oral and 

written exams, the former being more susceptible to biased perception. Indeed, males fail the oral 

exam relatively often. However, overall, they score relatively well, suggesting that favoritism strongly 

depends on student’s performance.  
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Literature review 
The main empirical strategy of identifying gender-unequal treatment so far involved comparing 

relatively objective measures (external and/or blind tests) vs. relatively subjective measures (tests 

marked by teachers, grades also reflecting coursework, oral presentations etc.). For example, Lavy 

(2008) analyzed scores on matriculation exams in Israel, finding that boys do relatively well on 

“blind” tests as compared to non-blind tests. Likewise, Lindahl (2007) observed that Swedish teachers 

assessed girls more generously than boys in their “School Leaving Certificates”, controlling for test 

results. Similar results were reported by Angelo (2014) for Portuguese high schools (see also Falch 

and Naper, 2013; Terrier, 2015; Rauschenberg, 2014). 

Woodfield (2005) showed that female students of the University of Sussex favor and are favored by 

assessment based on coursework rather than anonymous exams. Kiss (2013) found that for given test 

results and self-reported class participation, girls received higher grades in German high schools 

(while no gender difference was observed in primary schools). 

A more nuanced picture was reported by Enzi (2015) who concluded that among 5-6
th
 graders, girls 

were disadvantaged in mathematics, but boys were disadvantaged in the German language.  Curiously 

enough, the findings of Breda and Ly (2014) investigating entrance exam to École Normal Supérieur 

were essentially the opposite: oral exams seemed to be graded in favor of females in male-dominated 

subjects including math and against them in more female-dominated subjects such as literature (for 

similar results see also Lindahl, 2007 and Cornwell et al., 2013). This is consistent with the theoretical 

model by Mechtenberg (2009) which assumes biased perception (and self-perception) of both 

genders’ relative talent for specific subjects. 

The problem with most of such comparisons is that gender-format interactions may affect actual 

performance. Grades and scores on oral presentations may reflect other qualities than written exams. 

For example, girls may work harder during the year (and so deserve higher grades for course work). 

Higher in-class evaluation might correspond to the fact that girls tend to show greater social skills, a 

more positive attitude towards the learning process etc., for which they are rewarded in class. This 

may be just and efficient – most teachers agree that the final grade should reflect more than just 

student’s purely academic performance (Friedman and Manley, 1992).  Indeed, Cornwell et al. (2013) 

found that disproportionally high grades of US female students were almost entirely explained when 

non-cognitive skills were controlled for. Girls may also underperform at objective, centralized exams 

due to greater test anxiety (Cassady and Johnson, 2008). 

More proactive approaches to data collection have been taken to circumvent this issue. Hinnerich et 

al. (2011) let randomly selected exams be anonymously re-graded. While overall scores were much 

worse, this did not interact significantly with gender. Van Ewijk (2010) and Sprietsma (2013) run 

field experiments letting teachers (in the Netherlands and Germany respectively) grade essays with 

randomly assigned fake names. This approach, aimed chiefly at finding out if minorities (e.g. Turks) 

are treated differently, typically led to no significant impact of gender being found. 

Clearly, such experimental studies are much more labor-intensive, so typically have much smaller 

samples, which is one reason why null results often arise. Many of them use deception (which some 

subjects may realize). It is also an open question if partaking teachers grade in the same way as they 

do in their daily work.  



Overall, studies offering a clear strategy of identifying gender bias (if any) in a large sample of 

teachers’ actual evaluations seem extremely scarce. In this project I offer a new solution to this 

difficult problem.  

Data and identification strategy 
The present study makes use of results of Polish matriculation exam (matura) in the years 2010-2014. 

The exam is taken at the end of the 12
th
 grade and allows pursuing higher education. Students must 

take written exams in mathematics, Polish and a foreign language as well as oral exams in Polish and 

a foreign language. In order to pass, they must meet the threshold of 30% in each of these five exams. 

In case of one failure, they may take another try within the same year, or else they must wait for 12 

months. Students may also take other written exams which do not have any specific threshold (but a 

good score may be necessary to be admitted to a particular university curriculum). They may also take 

compulsory subjects at “extended level” (poziom rozszerzony). The latter option is only used by a 

small minority of students and these data are not analyzed here.  

A typical written exam consists of two or more tasks with specified point maxima. For example, in the 

case of the Polish language exam, the student can obtain up to 50 points for an essay (picking one of 

two available topics, both based on passages from literary works) and up to 20 points for reading 

comprehension tasks based on a short non-fiction piece. In the orals, students give a 15 minute 

presentation on a topic of their choice, followed by a 10 minute discussion with the committee. Up to 

five points are awarded for the presentation and seven for the discussion, topped with up to eight 

points for overall language quality of both parts. 

The written exams are graded anonymously, at one of the eight Regional Examination Boards (OKE). 

To be more precise, student’s identification number (PESEL) is printed on the exam copy, which in 

principle allows identification of gender (the penultimate digit is odd for males and even for females). 

Yet, a mini-study I conducted with 30 high-school teachers as participants demonstrated that most of 

them do not know this rule. Then again, studies show that handwriting allows better-than-chance 

identification of gender (see Hartley 1991 for a review). Moreover, it cannot be ruled out that the 

choice of topics, bibliographic references and vocabulary helps in this respect. Experienced high-

school teachers are probably among the best experts to detect these subtle cues. Overall, it is difficult 

to quantify the joint effect of such mechanisms. Nevertheless, gender is obviously much more salient 

in oral exams. I therefore propose that gender of the student is likely to have a greater impact on the 

score in oral exams compared to written exams.  

It must also be noted that while oral exams are taken locally at school, they cannot be evaluated by the 

teacher of the student in question. Thus student’s attitude etc., as displayed during his or her 

curriculum, probably only has a limited impact on the grade (albeit it is likely that teachers share their 

opinions of individual students with their colleagues; they also sometimes substitute for them in 

class).  

I propose a new strategy to identify gender bias in grading, the implementation of which will be 

referred to as Study 1. It may be best understood by first looking at Figure 1. Its panel A shows the 

histogram of raw scores in the written Polish language for the year 2014 (but pictures for other years 

are qualitatively analogous, see Figure A1 in the appendix). Recall that 21 points (30% of the 

maximum score of 70) is necessary to pass. It is immediately clear that evaluators are reluctant to let 

students fail and, whenever possible, add a few points just to make them reach the threshold. Nothing 



of the sort is happening in the biology exam, for which no specific threshold is set in the first place, 

see also Figure A2. 

 

Figure 1: Distribution of scores in 2014 written exams: Polish (max=70, threshold=21) vs. biology 

(max=50, no threshold), with kernel density estimates 

 

My identification strategy therefore involves checking if probability of such an arbitrary decisions to 

adjust the score upwards to let student pass depends on their gender. The left panel of Figure 1 clearly 

shows that there is some mechanism by which some students receive extra points and that the 

probability to benefit from it increases as one’s initially obtained score gets closer to the threshold 

(and then probably immediately drops to zero as one passes the threshold). I will call it Score 

Adjustment Mechanism or SAM for short.  

As can be seen in the figures in the appendix, SAM seems to be by far strongest and most robust for 

the Polish language exams. Judging by the information available from teachers involved in the 

evaluation, this is probably a combination of four factors. Most importantly, as noted before, it has a 

fixed threshold of 30%. Second, marks for individual tasks in the Polish language exam may be more 

arbitrary than for most other subjects (in which answers are typically clearly right or wrong). Third, 

unlike for some other subjects, it is always one person evaluating the entire exam sheet. The evaluator 

thus immediately calculates the total and may find it easier to make slight adjustments if initially it is 

just below the threshold. Finally, the exam is compulsory; if it was voluntary, the number of students 

performing below threshold would probably be very low and evaluators could be less inclined to take 

pity on them. This feature also means we have a large number of observations, which yields statistical 



power to the procedure even if large majority of students achieve scores far away from (typically: 

above) the 30% threshold. 

The key question now is if SAM operates differently for boys and girls. Unfortunately, we do not 

know the functional form of the SAM, let alone its parameters. The identification problem is 

aggravated by the fact that girls generally do better, with average score in written exam in Polish at 

39.8 (SD=11.8) compared to 35.3 (SD=11.2) for males and likewise 14.4 (SD=4.4) vs. 13.3 (SD=4.6) 

in the oral exam. Histograms per year and gender can be found in the Appendix (Figures A3, A4). 

One simple way to deal with this challenge, which makes weak parametric assumptions, is the 

following. First, I smooth the distribution of the scores using kernel density estimation. As Figure 1 

shows, the kernel can give us an excellent fit everywhere except around the threshold if SAM is 

operating. While there is substantial freedom in kernel modelling (kernel density function and half-

width of the kernel), extensive tests showed that these make little qualitative difference here.  

Using kernel density estimates I can calculate the expected number of observations for any interval. 

Specifically, we are interested in intervals just below the threshold. By visual inspection, there are 

clearly “too few” observations with score equal to 18, 19 or 20 points. I therefore use the kernel 

estimates to calculate, separately for males and females, the fraction of pre-adjustment scores that 

should fall into short below-threshold intervals [18,20], [19,20], [20,20] (different lengths of the 

interval are used as robustness check).  

Next, I check how many actual (post-adjustment) scores were observed for each of these intervals 

(again, for each gender separately). Suppose for example that there “should” be 10 000 girls’ scores 

on 18-20 while in truth there were only 8 000 and that corresponding numbers for males were 8 000 

and 7 000. We would then conclude that 20% of female students’ scores that were initially in this 

range were adjusted upwards, in contrast with only 12.5% of male students’ scores. That would mean 

that girls were much more likely to benefit from arbitrary score adjustment than boys. More generally, 

I run a simple test of proportions to check if gender matters for the SAM. An analogous procedure can 

be applied to oral exams. Because gender is much more salient in the latter case, as mentioned before, 

we expect a stronger effect there. 

The approach requires a large number of observations for both oral and written exams. Moreover, 

patterns of selection into less popular subjects may be different for males and females. Therefore I use 

data from the Polish language (compulsory oral and written exam). 

In my Study 2 I use the conventional approach of checking if gender affects means scores on oral and 

written exams to the same extent. These are not directly comparable. For example, because the 

maximum score and standard deviation of scores is larger on written exams, absolute gender gap is 

naturally expected to be greater there. Therefore prior to regression analysis I transform all scores into 

normal scores, i.e. the value of the inverse normal cumulative distribution function of the year and 

exam type-specific value of the empirical cumulative distribution function. For instance, if given 

score in oral Polish exam was better than 90% of all oral Polish scores in this year (after random tie-

breaking), it is assigned the value of 1.28. The scores are thereby made comparable and there is no 

obvious a priori reason that the gender gap should be larger for one exam type than the other. 

Moreover, variables are normally distributed by construction, so a standard OLS can be run (and a 

logistic regression with a dummy for passing/failing as dependent variable, a more direct equivalent 

of Study 1 analysis). If we now observed that boys obtain relatively high scores in the oral exams 

(positive estimate on oral x male interaction), it may suggest that their performance is evaluated in a 



favorable way. Of course, as mentioned before, it is difficult to exclude the possibility that their true 

performance in the oral exam is relatively good (e.g. because they are better speakers than writers), 

which is one important reason why the method of Study 1 is implemented in the first place.  

 

In total, I have 1.7 million Polish exam takers over the years 2010-2014, 55.5% of which are female. 

Mean scores are 35.4 (SD 11.2) for males and 39.8 (SD 11.7) for females in the written exam and 

13.4 (SD 4.6) and 14.4 (SD 4.4) resp. in the oral exam. Gender and year-specific distributions are 

shown in the Appendix.  

Results 

Study 1 
Tables 1 and 2 show the results of the tests of equality of proportion of missing upward adjustments 

among females and males, respectively for each of the below-threshold windows considered in oral 

and written exams. Thus, based on kernel density estimation, 45,198 females were expected to score 

3, 4, or 5 points in the oral exam in the Polish language. The actual figure was just 4,203, or 9.3% of 

that. The analogous fraction for males stood at 11%.
1
 As this population of students who apparently 

were not helped is slightly larger for males than females (p<.001), it suggests favoritism towards girls.  

As can be easily seen in Table 1, the gender gap is consistently observed in the case of oral exams. By 

contrast, the effect for written exams (Table 2) is much weaker and not significant, despite large 

sample sizes. Identical results can be observed separately for specific years and for different sizes of 

the municipalities in which the school is located.  

Table 1: Tests of equality of proportions in oral exams in Polish 

score 3,4, or 5 4 or 5 5 

 fraction n fraction n fraction n 

females 9.3%  45,198 9.4% 33,597 1.9% 18,663 

males 11.0% 48,341 10.9% 35,473 2.3% 19,434 

p value <.001  <.001  .003  
“n” signifies the expected number, based on kernel density estimates. “fraction” shows the 

actual number divided by the expected number. The score of 6 (=30% of 20) is needed to pass.  

         

Table 2: Tests of equality of proportions in written exams in Polish 

 18, 19, or 20 19 or 20 20 

 fraction N fraction n fraction n 

females 13.2% 23,738 4.8% 16,765 1.3% 8,875 

males 13.3% 29,732 5.1% 20,879 1.3% 10,984 

p value .290  .222  .407  
“n” signifies the expected number, based on kernel density estimates. “fraction” shows the 

actual number divided by the expected number.  

 
Study 2 

                                                           
1
 Note that the theoretically expected number of males is larger (although there are more females than males 

in the sample). This has to do with males having lower scores in general. Of course, one could report the 
fraction of students who were helped, with identical test results. One advantage the mode of reporting 
adopted here is that at least the numerator provided is directly observable.  



Results of Study 1 suggested that females are treated more favorably in oral exams, so that they are 

more likely to pass. To directly verify this finding using the standard approach I run a logit regression 

with passed (1=passed 0=failed) as dependent variable and various sets of explanatory variables, see 

models logit1 and logit 2 in Table 3. Generally speaking, oral exams are easier to pass and females do 

better than males. In particular, the estimate of the oral*female interaction is of greatest importance. 

Its positive sign means that females are especially unlikely to fail on the oral exam, although the 

interaction is weak compared to the main gender effect and only significant at 5%.  

Interestingly, the effect is reversed (and strongly significant) in the OLS regressions with score as 

dependent variable: males, rather than females do relatively well in the oral exams.  
 

Table 3: Regression results, Polish language exams 

variable    ols1        ols2       logit1        logit2    

oral exam   0.0838***  0.0569***   1.1143***     1.0074*** 

female   0.3752***  0.3764***   0.5425***     0.5835*** 

oral female  -0.1499*** -0.1516***   0.0324*       0.0449*   

town <= 20k              0.2046***                 0.5088*** 

town < 100k              0.3029***                 0.6873*** 

city > 100k              0.3284***                 0.7658*** 

adults             -0.8244***                -1.8181*** 

female adults             -0.1535***                -0.1810*** 

oral adults              0.4402***                 0.6659*** 

oral female adult              0.0624***                -0.1778*** 

special             -0.0366                -0.7801*** 

dyslexia             -0.0505***                 0.0903*** 

first time              0.8369***                 1.6898*** 

intercept  -0.2099*** -1.2675***   2.9097***     0.8233*** 

statistics       

N 3291456 3291456 3291466 3291466 

R
2
 0.0591 0.0236   

legend: * p<0.05; ** p<0.01; *** p<0.001 

 

Discussion 
As emphasized in the literature review, findings of studies investigating gender favoritism seem to 

have been method-specific. Therefore it appears important that the present paper reports two 

completely different methods using the same data set, arriving at similar conclusions, namely that 

evaluators make it slightly easier for girls to pass the exam. Importantly, the method of Study 1 

focuses entirely on the scores around the passing threshold, because for other ranges it would be very 

difficult to distinguish between favoritism and genuine gender differences in productivity. We 

therefore cannot know if the identified effects are due to systematically better treatment of all the girls 

(let alone estimate its total effects). On the contrary, the findings of Study 2 suggest that this is not the 

case and OLS regressions of the normalized scores deliver a negative oral*female interaction, which 

could result from evaluators’ biases (or, as discussed in the literature review, from boys’ genuine 

relative advantage in oral presentations).  

The discrepancy between OLS and logit estimates could be treated as an indicator that the method is 

not very robust. For example, it could arise if only good male students performed relatively well in 

oral exams. Conversely, it could be due to evaluator’s biases that do not apply uniformly to all 



performance levels. For example, males are often perceived to be more competent and females to be 

more likable (Eagly and Mladinic, 1994). Are people prejudiced against women? Some answers from 

research on attitudes, gender stereotypes, and judgments of competence. European review of social 

psychology, 5(1), 1-35.) If evaluators like the girls better (so that they do not want them to fail) but 

perceive boys as more competent (so they tend to give them higher scores), the pattern reported here 

could emerge.  

It is also possible that evaluators are reluctant to give scores just below the threshold fearing that such 

a “near miss” may trigger motions to have one’s work re-evaluated. To the extent that they find it 

potentially cumbersome and threatening, and that they might suspect that females may be more likely 

to file such a motion, they may want to let them pass in the first place, which could explain the 

observed pattern. Still, I believe this explanation is dubious. First, voluminous literature shows it is 

rather males who are socialized to question others’ judgment. Second, such motions are rare in 

practice; only about 0.2% of all evaluated exam sheets are inspected by the student and in about one 

in four such cases the student asks for re-evaluation (data obtained from the OKE). Unfortunately, 

rates broken by gender or initial score are not available. Third, arguably these cases can only result in 

possible negative consequences for the evaluator if the score is indeed changed (which would suggest 

that initial judgment was flawed). This hardly ever happens: only about 10% of re-evaluations 

actually change the score; this is nearly .006% of all exams taken. So a typical examiner will not even 

experience such a case once in his or her career.  

In any case, it is to be recommended that future studies try to allow for interactions with performance 

in postulated gender biases. It could be achieved with an approach analogous to the design proposed 

here (Study 1) if the outcome was expressed in points and also grades (say A-F) rather than just 

binary passed/failed. It may then be observed that if, say 40 points are necessary to get A and 25 

points to get C, a lot of students get exactly 40 points and very few 39 or 38 points and likewise a lot 

of students get 25 and very few 24 or 23 points. One can then try to establish if gender differently 

affects someone’s chances to have their scores modified upwards depending whether the “A” or “C” 

is at stake.  

If bias operates differently for different performance levels, which one is most grave? Arguably the 

difference between just failing and just passing is by far more important from students’ perspective 

than comparably large point difference anywhere else on the scale. Although the gender differences 

reported in in Table 2 are not huge, they lead to sizable consequences. By quick calculations, over 

these five years there would be 822(=1.7%•48,341) boys who were declined kinder treatment and 

failed this very important exam apparently just because of their gender. This is already a non-trivial 

effect of gender discrimination, even if it indeed operates at the threshold only (and is perhaps 

reversed for higher levels of performance). Of course, whether students who have learned less than 

30% of their high school material should be allowed to study at the university in the first place is 

another matter.  

A number of possible actions could be taken to address the problem of gender inequality of 

matriculation exams. First, one could consider lowering the passing threshold or abandoning oral 

exams altogether, as they are more susceptible to bias. As a matter of fact, substantial modifications 

to the oral examinations in Polish have recently been made. Time will show if they will lead to any 

changes in gender inequality in evaluations. 

Second, the effect of the 30% passing threshold could be addressed. This is of particular importance 

as gender inequality considered here is but one aspect of clearly arbitrary score adjustment. One way 



around the problem would be to not have a pre-announced threshold for any specific exam. Perhaps a 

weighted average of the scores in the oral and the written exam of the Polish language could be 

required to be sufficiently high for the student to pass, rather than the score on each of these exams 

separately. Evaluators of these two parts would not know the score for the other part, so that they 

would not be tempted to make arbitrary adjustments. 
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Appendix 

 

Figure A1: Histograms of scores on obligatory written exams. The maximum is 70 for Polish and 50 

for other subjects 



 

Figure A2: Histograms of scores on non-obligatory written exams. The maximum is 100 for civics and 

50 for other subjects. 

 



 

Figure A3: Histograms of scores on written exams in Polish, by gender and year 

 



 

Figure A4: Histograms of scores on oral exams in Polish, by gender and year 

 


